Math

Definition (Positive Semidefinite, PSD):

M is PSD if (v, Mv) = vT Mv > 0,Yv € R4 M €
Rdxd

Proposition (Convex Functions): A twice differen-

tiable function f:R™ — R is convex if and only if

the Hessian V2 f(z) is positive semi-definite for all
zeR"

Proposition (Fermat’s necessary condition): If w is
a local extreme of f, then V f(w) = 0. If f is convex
the condition is <=.

Halfspaces & The Perceptron Algorithm

Definition (Binary classification): Given n known
pairs {(x;,y;)} where z; € R%,y; € {+1} we want

to learn a classification rule

h(x) =y Such that,

Py y)-plh(x) = y] is Large

Definition (Affine Set/Hyper Planes):
distance of a vector x is given by

The signed

h(z) = sign(w 'z + b)
w : Feature Weights , b : Bias

Algorithm (Perceptron):

def perceptron(D, d, delta, k):
w = np.zeros(d) # Initialize w
b=0
for t in range(k):
# Receive training example (xt, yt)
xt, yt = D[t]
# Compute prediction §
y_hat = np.dot(w, xt) + b
# Check the update condition
if yt * y_hat <= delta:
# Update w and b
w=w+yt*xt
b=>b+yt
return w, b

# Initialize b

»Tds 1>T,

wy, b). We can write (w,X")

Note (Padding): ;" = (z,, 2y, ...

w = (W, wy,...,

Definition (Linear separability): D is linearly sepa-
rable if 34, |i@| = 1, and a margin v > 0 such that

V(z,y) € D,y(i'z) >~

(CS480: Introduction to Machine Learning

Theorem (Perceptron Convergence theorem): If D Note (Hard vs Soft Margin SVM):

is linearly separable with margin -« >0 and

V(Z,y) € D, |Z| < R the Perceptron algorithm will
converge by update

Hard Soft

Ao
K2y? < w2 < kR, argmin 5wl

R? Subject to y;y;, > 1
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Hinge Loss

Note (Multiclass):
Train one for each class output
argmax,_; c(w x+b,)

» one-vs-one: For each pair (k, k') train w), ;, total

o one-vs-all:

n n
2 n wr=Y"Ayx, A>0w =Y Ayx, 0<A<C
of (2) perceptrons, output majority vote. i=1 i=1
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Example (Loss Functions):
max(0,1 - yf(x)) = (1 —yf(x))*
log(1 + e7¥))

(y = f(x))?

High Variance ¥;¥; < 0: Incorrectly classified,

(Hinge Loss)

0 < y,y; <1: Weakly correct,

(Cross Entropy Loss) S Y ’
y;¥; > 1: Strong correct,

(Squared Error)

Lo 5 +
argmin > [wl? + €3~ (v — 1)

Support Vector Machines Kernel Methods

Definition ~ (Maximum Margin Classifier): ~ For Theorem (Mercer kernels):

dataset D = {(z;,y;)},y; € {£1} linearly separated

(1) Any symmetric function k:R¢ x R" — R is a
by a hyperplane w'z = —b with margin ~

kernel if and only if there exists some ¢ : X — H
such that k(z,2") z), p(z
—miny;(w'z; +b) ( = (#(@), o))
o]~ (2) A function k: R? x R” — R is a Mercer kernel
< for any n € N, z; € X the kernel matrix K with
K;; = k‘(w”z]) is Symmetric and PSD

.t
y= min—y(w'; +b)
llw]
N e
Min Distance from the hyperplane

The maximum margin classifier problem is defined
as

Example (Kernels):

,b = arg max o min z/l(w z; +b)

Since scaling w,b does not affect the distance we

exp<7'yHa; - x’Hi) (Gaussian)

exp(—yz —2'[)  (Laplace)

have:

subject to: y; (w'x; +b) > 1Vi
H | Note (Kernel Trick SVM):

b’”:Ni Z (}’/‘_ ZAr‘y/'

SV xesv x€ SV

,b = arg max

w,b = arg mi;l 5”“’“2 subject to: y;(w'z; +b) > 1Vi
w,

Ku‘) o Ky = k(x,%)

§= Z Ayik(x,x;) + b*

Note (Lagrangian dual of maximum margin): %
x.€

fl\w\lz Z Ai(wigi — 1)

min max L(w, b, \)
wh A=

Linear Regression
Let y; = (w'x; + b)

Given n known pairs
P,

Definition (Regression):
KKT Conditions: {(z;,y;)} where z; € Ry, € R and (},y;) ~
Primal feasibility: y;9, —1 > 0 (Each datapoint we want to learn b : R™ — R
is correctly classified)
. Dual feasibility: \; > 0
Complementary slackness: \;(y;4; —1) >0, ei-
ther A\; =0 (inactive), when X; >0 then its
directly influencing the decision boundary.

iid

Bz y)~plly(@,y)] is small
1 =
= argmin Z l,(Z;,y

Where £,,(-,-) is the loss function

Logistic regression

Note (Calculus): Let f: R - R
5 Note (Sigmoid Function):
Vi) :R:= o5 . ﬁ (Gradient)
dx, " dxy 1 .
h(z) = ——————— = sigmoid((w, x))
of o2 f 1+ exp(—(w, x))
927 Gwy 0w,
sz(f,) Rdxd — 2 q .
o2 f 225
9z 407, Ers Note (Logistic Regression): log-likelihood function

for logistic regression is:

n

Z —log(1+ eﬂ‘mw.zl))

i=1
o f-lify; =0
Yi T\ +1ify =1

Note (Equivalent notation of loss):  Let A€ log L(w | @, y) =
R™*(4+1) he a matrix of padded feature vectors. Let
z € R™! be the vector of outputs in training set.

Then we can write total loss as

L= (w,3) -y’
i=1

= [[Aw — 2|3

Cross-entropy loss [,,(z, §) = log(1 + e~#(w@))

Definition (Gradient descent): In Gradient descent
the parameter vector w is updated in the direction
opposite to Vf with step size 7 (learning rate)

Note (least-squares loss): v )
Wy =Wy — 7N Wy

= |Xw—7l3
VoL =2X"Xw—2X"j
V2L =2X"X=v"2X"Xv=2|Xv|2>0

For a loss function this is computed over a batch of
n

-
,9) =~ Vi, (@03)
i—1

In Stochastic gradient descent the gradient is esti-
mated using a random sample (minibatch) of size

least-squares loss convex. Solving for VL = 0

2XTXw—2XTy =0 — w=(X"X)"'XTy

m
Note (Regularization): 1
Wy = W,_; — (VZIWH> V1, (Newtons method)
L, Lasso L, Ridge/Tikhonov Inverse Hessian
min |Aw — y[3 + Alwl, min |Aw — y[3 + 2 |w]}
Note (Linear vs Logistic):
» Penalizes non-zero »  Penalizes large
weights. Many w; will  weights, stabilizes the Linear Logistic
» Loss a @

be 0. Weights w will ~ weights. ~
& & v —9)° log(1 + e~ ()

be sparse. = %

"= Square Error Cross Entropy

.y i i _ xT
no closed-form Ww(XXT + Al =XTY + Predict =) o =l ()
» Objective |y 7?;”% KL(”T@ Il p)
Definition (Entropy): » Gradient w—9X(y—y) w— nX(p — HJ)
h(X) = E(—logp(X))
n
ZPr[zl] log Pr[z;] = / p(z)log p(z)da Note (Multiclass Logistic Regression):
-1 X )
Prly=k| z,w] = T e = softmax

Note (Kullback-Leibler divergence):

$

Dg(P | Q)= ZP 108;

zeX

PP 1Q) = [ ol >logq2 ;‘“

measures dissimilarity between a reference and
model distribution (relative entropy)



Non-Parametric Methods

Definition  (Kerne Density Estimation):  Given
{21,259, ..., 7,,} C R? the Parzen estimate for prob-

ability at point z, is
1 &
p(x,) = — ZK/\<:EO’Iz)
nA

Where K, : R¢ x R? — R* is the kernel function.

A is a hyperparameter called length scale (or band-

width). K, should be symmetric and shift invariant.
K@, K(—%)

EN

k-Nearest Neighbors

Algorithm (KNN):

import numpy as np
def k_nearest_neighbors(data, k, x):
distances = []
for xi, yi in data:
# Euclidean norm
distance = np.linalg.norm(x - xi)
distances += [(distance, yi)]
distances.sort(key=lambda x: x[0])
k_nearest_labels = distances[:k]
majority_label = count(k_nearest_labels)
return majority_label

Training: time: O(1), space: O(nd)
Testing: time O(nd + nlogk), space: O(nd)

Note (An upper bound on KNN error rate ): Cover-
Hart Theorem, for classifier with k =1

lim € x\n < 2€gayves (1 — €Raye
A €1NN Ray(‘b( Baycs)

¢ Number of samples needed to train KNN to

reach lower bound on error grows exponentially.

Euclidean distance is unhelpful in high dimen-
sions all vectors are almost equidistant

K-Means Clustering

Algorithm (K-Means):

def kmeans(X, k, max_iter=300):
N = len(X)
CO = randint(0, high=k, size=N)
C1 = zeros(N)
iter = 0
while iter < max_iter:
# Centroids of each cluster
= [mean(X[CO==i]) for i in 0..k]
for i in range(N):
# Best centrioid for x_i
best = argmin([norm(X[i] - ul[jl)#**2
for j in 0..k])
C1[i] = best
if array_equal(CO, C1):
# No updates detected
break
Co = C1
iter += 1
return CO

Bayesian Learning

Definition (Prior and Posterior): In a Bayesian ap-
proach assume the parameter 6 follows a prior pdf
Pr(6).

Given a prior pdf Pr(6), after observing some data
D belief on the probable values of 6 will have
changed. We get the posterior:

Pr[D|6] Pr[6]  Pr[D]6] Pr[6]
Pr[D] [Pr[D|6]Pr[6]d6

Pr{6]D] =

Note: computing the integral may not be tractable.

Theorem (Bayes classifier): A classification prob-
lem with # € R? and Y € [¢] := {1...c} The opti-
mal (Bayes) classifier is

argmin Pr(Y # h(X))

hRI—[c]
h*(X) = argmaxPr(Y = k | X)
kelc]
argmaxPr(X =X | Y = k)Pr(Y = k)
kelc]

likelihood prior

Definition (Maximum likelihood estimate (MLE)):
MLE estimate maximizes the likelihood of observ-
ing the data 2. This ignores any prior on 6.

L(8; D) := Pr(D|§) = H Pr(x;|8)

OyLe = argmax L(6; D)
6cO

By = argmin Z — log Pr(x;|6)
60 7

Definition (Maximum a posteriori (MAP)):
Ouap = argmax Pr(0 | D)
€0

log Pr(6)
—
prior as regularization

— argmax — logPr(D|0) —
00 S e’

negative log-likelihood

Example (Ridge Regression and MAP): Linear re-
gression with A is equivalent to MAP estimate of w
using a prior on w ~ N 4(0,%) where T~1 = \J

Example (Bayesian linear regression):
Pr(w) = N(ﬁ, E) (Gaussian prior on the weights)
Pr(e) = N (0,0?)
Pr(w|D) « Pr(w) Pr(D|w) oc N (w, A=) (Posterior)
A= %XTX +Xt w= A’I%XTy
o I

Pr(y*|iv'*,D):/ Pr(y*|2*, w) Pr(w|D) (Prediction)

w

Pr(y*| £, D) = N((%*, W), 0? + (%, A71%*))

Gaussian Processes

Definition (Gaussian Processes): Function space
view Pr(f|2D) posterior over the function f (Infinite
dimensional Gaussian Distribution).

f(x) ~ GP(m(z), k(z,a'))Va',
Gaussian Processes are specified completely by p, ¥

k(z,a") = E[(f(z) — m(z))(f(z") — m(z"))]

k is the kernel covariance function.

Example y(x) =
w' ¢(z), consider a prior on w ~ N'(0,a 1)

(Gaussian Processes):  Let

y = dw
Ely] = 0Efw] = 0
Coviy| = E[y'y] = ~007 = K
@
Where K is the Gram matrix with
Ki;j= k(z“z]) = %¢(II)T¢(IJ)

Note (Gaussian processes for regression):

2
<L &8, 7 2
True Value  y(i,) Noise

Assuming the noise process is Gaussian
Prftly] = N (tly, 57 Iy)
By definition of the gaussian process marginal pdf
of y is defined by a Gram matrix K

Prly] = N(y]0,a 1K)

Pr(t] = /Pr(t|y) Prly]dy = N(t|0,C)

C(x, %) = @ k(X Xy) + 671 x L[ = m]
For prediction we augment the covariance matrix

Prity.1] = N(tyya | 0, Cyya)
Cyy = (f? ﬁ) , keRN | ki =a k(xy 1, %)
c=a k(X1 xwia) + 67T

Then the predictive distribution is

Prltyalt] = N(u(@y 1), 0% (@n11)
nxyig) = kT Cy't . 0?(xy,q) = c — kT Gk

a
N

H(xys) = (k. @) = Z k(x; Xy 1) a;

i=1

Note (Gaussian Process Time Complexity):

Type Fixed Basis Functions Gaussian Process

m Features N Data Points
Train O(M?) O(N3)
Test O(M?) O(N?)

Decision Trees

Definition (Decision Trees Growing): Growing a
tree means we choose a dimension or feature j* and
a threshold ¢* to split that minimized the loss £.

Lo ={(zy) €S myy <t}
R;, = {(wuyl) €S x;; > t}A,
(7%,t) = d]r:gfmdn IL‘CI%‘MN,M(LN,) + ‘Rj.t‘[<R].f,)

Note (Decision Trees Classification Cost): For a re-
gion D we define

P = ﬁ Z 1(y; € k) (Empirical fraction of class k)
y€Dd

¥; = argmax py (Majority class in D)

k=1...c

Loss(D) =1 — max px = 1— p; (Misclassification error)

Loss(D) = i:ﬁk(l — Pr) (Gini index)
=1
Loss(D) = — Z Pr log(B) (Entropy)
=1

Note (Minimal Cost-Complexity Pruning): Grow a
tree fully first then regularize using a hyperpara-
meter a.

R,(T)=R(T)+a|T|

Where |T‘ is the number of terminal nodes in 7" and
R(T) is the total loss for the leaves. Penalizes deep
trees/more leaves.
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