
CS480: Introduction to Machine Learning

Math

Definition (𝖯𝗈𝗌𝗂𝗍𝗂𝗏𝖾 𝖲𝖾𝗆𝗂𝖽𝖾𝖿𝗂𝗇𝗂𝗍𝖾, 𝖯𝖲𝖣) :

𝑀 is PSD if ⟨𝑣, 𝑀𝑣⟩ = 𝑣⊤𝑀𝑣 ≥ 0, ∀𝑣 ∈ ℝ𝑑, 𝑀 ∈
ℝ𝑑×𝑑

Proposition (𝖢𝗈𝗇𝗏𝖾𝗑 𝖥𝗎𝗇𝖼𝗍𝗂𝗈𝗇𝗌) :  A twice differen�
tiable function 𝑓 : ℝ𝑛 → ℝ is convex if and only if
the Hessian ∇2𝑓(𝑥) is positive semi�definite for all

𝑥 ∈ ℝ𝑛

Proposition (𝖥𝖾𝗋𝗆𝖺𝗍’𝗌 𝗇𝖾𝖼𝖾𝗌𝗌𝖺𝗋𝗒 𝖼𝗈𝗇𝖽𝗂𝗍𝗂𝗈𝗇) :  If 𝒘
is a local extreme of 𝑓 , then ∇𝑓(𝒘) = 0. If 𝑓 is

convex the condition is ⟺.

Halfspaces & The Perceptron Algorithm

Definition (𝖡𝗂𝗇𝖺𝗋𝗒 𝖼𝗅𝖺𝗌𝗌𝗂𝖿𝗂𝖼𝖺𝗍𝗂𝗈𝗇) :  Given 𝑛 known
pairs {(𝒙𝒊, 𝑦𝑖)} where 𝑥𝑖 ∈ ℝ𝑑, 𝑦𝑖 ∈ {±1} we want

to learn a classification rule

ℎ(𝒙) = 𝑦  Such that,
ℙ(𝙭,𝘺)∼𝘗 [𝘩(𝙭) = 𝘺]  𝗂𝗌 𝖫𝖺𝗋𝗀𝖾

Definition (𝖠𝖿𝖿𝗂𝗇𝖾 𝖲𝖾𝗍/𝖧𝗒𝗉𝖾𝗋 𝖯𝗅𝖺𝗇𝖾𝗌) :  The signed
distance of a vector 𝒙 is given by

ℎ(𝒙) = sign(𝒘⊤𝒙 + 𝑏)
𝒘 : Feature Weights , 𝑏 : Bias

Algorithm (𝖯𝖾𝗋𝖼𝖾𝗉𝗍𝗋𝗈𝗇) :

def perceptron(D, d, delta, k):
  w = np.zeros(d)  # Initialize w
  b = 0            # Initialize b
  for t in range(k):
    # Receive training example (xt, yt)
    xt, yt = D[t]
    # Compute prediction ŷ
    y_hat = np.dot(w, xt) + b
    # Check the update condition
    if yt * y_hat <= delta:
      # Update w and b
      w = w + yt * xt
      b = b + yt
    return w, b

Note (𝖯𝖺𝖽𝖽𝗂𝗇𝗀) :  ⃗𝑥𝑖
′ = (𝑥1, 𝑥2, …, 𝑥𝑑, 1)⊤,

𝙬 = (𝘸𝟣, 𝘸𝟣, …, 𝘸𝘥 , 𝘣). We can write ⟨𝙬, ⃗𝘹 ′⟩

Definition (𝖫𝗂𝗇𝖾𝖺𝗋 𝗌𝖾𝗉𝖺𝗋𝖺𝖻𝗂𝗅𝗂𝗍𝗒) :  𝐷 is linearly sep�
arable if ∃ ⃗𝑢, ‖ ⃗𝑢‖ = 1, and a margin 𝛾 > 0 such that

∀(𝒙, 𝑦) ∈ 𝐷, 𝑦( ⃗𝑢⊤𝒙) > 𝜸

Theorem (𝖯𝖾𝗋𝖼𝖾𝗉𝗍𝗋𝗈𝗇 𝖢𝗈𝗇𝗏𝖾𝗋𝗀𝖾𝗇𝖼𝖾 𝗍𝗁𝖾𝗈𝗋𝖾𝗆) :  If 𝐷
is linearly separable with margin 𝜸 > 0 and
∀( ⃗𝑥, 𝑦) ∈ 𝐷, ‖ ⃗𝑥‖ ≤ 𝑹 the Perceptron algorithm will

converge by update

𝘬𝟤𝞬𝟤 ≤ ‖𝘸𝘬‖
𝟤 ≤ 𝘬𝘙𝟤,

𝘬 ≤ 𝙍𝟮

𝞬𝟮

Note (𝖬𝗎𝗅𝗍𝗂𝖼𝗅𝖺𝗌𝗌) :
• one�vs�all: Train one for each class output

𝖺𝗋𝗀 𝗆𝖺𝗑𝘬=𝟣,..𝘊(𝙬⊤
𝙠 𝙭 + 𝘣𝘬)

• one�vs�one: For each pair (𝘬, 𝘬′) train 𝒘𝑘,𝑘′ total
of (𝘤

𝟤) perceptrons, output majority vote.

Example (𝖫𝗈𝗌𝗌 𝖥𝗎𝗇𝖼𝗍𝗂𝗈𝗇𝗌) :

𝗆𝖺𝗑(𝟢, 𝟣 − 𝘺𝘧 (𝘹)) = (𝟣 − 𝘺𝘧 (𝘹))+  (𝖧𝗂𝗇𝗀𝖾 𝖫𝗈𝗌𝗌)

𝗅𝗈𝗀(𝟣 + 𝘦−𝘺𝘧 (𝘹))  (𝖢𝗋𝗈𝗌𝗌 𝖤𝗇𝗍𝗋𝗈𝗉𝗒 𝖫𝗈𝗌𝗌)

(𝘺 − 𝘧 (𝘹))𝟤  (𝖲𝗊𝗎𝖺𝗋𝖾𝖽 𝖤𝗋𝗋𝗈𝗋)



Support Vector Machines

Definition (𝖬𝖺𝗑𝗂𝗆𝗎𝗆 𝖬𝖺𝗋𝗀𝗂𝗇 𝖢𝗅𝖺𝗌𝗌𝗂𝖿𝗂𝖾𝗋) :  For
dataset 𝒟 = {( ⃗𝑥𝑖, 𝑦𝑖)}, 𝑦𝑖 ∈ {±1} linearly sepa�
rated by a hyperplane 𝑤⊤𝑥 = −𝑏 with margin 𝛾

𝛾 = min
𝑖

1
‖𝑤‖

𝑦𝑖(𝑤⊤𝑥𝑖 + 𝑏)
⏟⏟⏟⏟⏟⏟⏟⏟⏟

Min Distance from the hyperplane

= 1
‖𝑤‖

min
𝑖

𝑦𝑖(𝑤⊤𝑥𝑖 + 𝑏)

The maximum margin classifier problem is defined
as

𝑤̂, 𝑏̂ = arg max
𝑤,𝑏

1
‖𝑤‖

min
𝑖

𝑦𝑖(𝑤⊤𝑥𝑖 + 𝑏)

Since scaling 𝑤, 𝑏 does not affect the distance we
have:

𝑤̂, 𝑏̂ = arg max
𝑤,𝑏

1
‖𝑤‖

 subject to: 𝑦𝑖(𝑤⊤𝑥𝑖 + 𝑏) ≥ 1∀𝑖

𝑤̂, 𝑏̂ = arg min
𝑤,𝑏

1
2
‖𝑤‖2  subject to: 𝑦𝑖(𝑤⊤𝑥𝑖 + 𝑏) ≥ 1∀𝑖

Note (𝖫𝖺𝗀𝗋𝖺𝗇𝗀𝗂𝖺𝗇 𝖽𝗎𝖺𝗅 𝗈𝖿 𝗆𝖺𝗑𝗂𝗆𝗎𝗆 𝗆𝖺𝗋𝗀𝗂𝗇) :

min
𝑤,𝑏

max
𝜆≥0

ℒ(𝑤, 𝑏, 𝜆) = 1
2
‖𝑤‖2 − ∑

𝑛

𝑖=1
𝜆𝑖(𝑦𝑖𝑦𝑖 − 1)

𝖫𝖾𝗍 𝘺𝘪 = (𝘸⊤𝘹𝘪 + 𝘣)

KKT Conditions:
• Primal feasibility: 𝑦𝑖𝑦𝑖 − 1 ≥ 0 (Each datapoint

is correctly classified)
• Dual feasibility: 𝜆𝑖 ≥ 0
• Complementary slackness: 𝜆𝑖(𝑦𝑖𝑦𝑖 − 1) ≥ 0, ei�

ther 𝜆𝑖 = 0 (inactive), when 𝜆𝑖 > 0 then its
directly influencing the decision boundary.

Note (𝖧𝖺𝗋𝖽 𝗏𝗌 𝖲𝗈𝖿𝗍 𝖬𝖺𝗋𝗀𝗂𝗇 𝖲𝖵𝖬) :

Hard Soft

𝖺𝗋𝗀 𝗆𝗂𝗇
𝘸,𝘣

𝟣
𝟤
‖𝘸‖𝟤

𝖲𝗎𝖻𝗃𝖾𝖼𝗍 𝗍𝗈 𝘺𝘪𝘺𝘪 ≥ 𝟣

𝖺𝗋𝗀 𝗆𝗂𝗇
𝘸,𝘣

𝟣
𝟤
‖𝘸‖𝟤 + 𝘊 ∑

𝘪
(𝘺𝘪𝘺𝘪 − 𝟣)+
⏟⏟⏟⏟⏟

𝖧𝗂𝗇𝗀𝖾 𝖫𝗈𝗌𝗌

𝗆𝗂𝗇
𝞴𝘪≥𝟢

− ∑
𝘪

𝞴𝘪 +

𝟣
𝟤

∑
𝘪

∑
𝘫

𝞴𝘪𝞴𝘫𝘺𝘪𝘺𝘫⟨𝘹𝘪 , 𝘹𝘫⟩

𝗆𝗂𝗇
𝟬≤𝞴≤𝘾

− ∑
𝘪

𝞴𝘪 +

𝟣
𝟤

∑
𝘪

∑
𝘫

𝞴𝘪𝞴𝘫𝘺𝘪𝘺𝘫⟨𝘹𝘪 , 𝘹𝘫⟩

𝘸 ⋆ = ∑
𝘯

𝘪=𝟣
𝞴𝘪𝘺𝘪𝘹𝘪 , 𝞴𝘪 ≥ 𝟢

𝘣⋆ = 𝟣
𝘕𝖲𝖵

∑
𝘪∈ 𝖲𝖵

(𝘺𝘪 − 𝘸⊤𝘹)

𝘸 ⋆ = ∑
𝘯

𝘪=𝟣
𝞴𝘪𝘺𝘪𝘹𝘪 , 𝟢 ≤ 𝞴𝘪 ≤ 𝘾

𝘣⋆ = 𝟣
𝘕𝖲𝖵

∑
𝘪∈ 𝖲𝖵

(𝘺𝘪 − 𝘸⊤𝘹)

High Variance 𝘺𝘪𝘺𝘪 < 𝟢 : 𝖨𝗇𝖼𝗈𝗋𝗋𝖾𝖼𝗍𝗅𝗒 𝖼𝗅𝖺𝗌𝗌𝗂𝖿𝗂𝖾𝖽,
𝟢 ≤ 𝘺𝘪𝘺𝘪 < 𝟣 : 𝖶𝖾𝖺𝗄𝗅𝗒 𝖼𝗈𝗋𝗋𝖾𝖼𝗍,
𝘺𝘪𝘺𝘪 > 𝟣 : 𝖲𝗍𝗋𝗈𝗇𝗀 𝖼𝗈𝗋𝗋𝖾𝖼𝗍,

Kernel Methods

Theorem (𝖬𝖾𝗋𝖼𝖾𝗋 𝗄𝖾𝗋𝗇𝖾𝗅𝗌) :

(1) Any symmetric function 𝑘 : ℝ𝑑 × ℝ𝑟 → ℝ is a
kernel if and only if there exists some 𝜙 : 𝒳 ↦ ℋ

such that 𝑘(𝑥, 𝑥′) = ⟨𝜙(𝑥), 𝜙(𝑥′)⟩

(2) A function 𝑘 : ℝ𝑑 × ℝ𝑟 → ℝ is a Mercer kernel
⟺ for any 𝑛 ∈ ℕ, 𝑥𝑖 ∈ 𝒳 the kernel matrix 𝑲 with

𝐾𝑖𝑗 = 𝑘(𝑥𝑖, 𝑥𝑗) is Symmetric and PSD

Example (𝖪𝖾𝗋𝗇𝖾𝗅𝗌) :

exp(−𝛾‖𝑥 − 𝑥′‖2
2)  (Gaussian)

exp(−𝛾‖𝑥 − 𝑥′‖)  (Laplace)

&

Note (𝖪𝖾𝗋𝗇𝖾𝗅 𝖳𝗋𝗂𝖼𝗄 𝖲𝖵𝖬) :

𝘣⋆ = 𝟣
𝘕𝖲𝖵

∑
𝘹𝘪∈ 𝖲𝖵(

((𝘺𝘪 − ∑
𝘹𝘫∈ 𝖲𝖵

𝞴𝘪𝘺𝘪𝘒𝘪 𝘫
)
)) , 𝘒𝘪 𝘫 = 𝘬(𝘹𝘪 , 𝘹𝘫)

𝘺 = ∑
𝘹𝘪∈ 𝖲𝖵

𝞴𝘪𝘺𝘪𝘬(𝘹, 𝘹𝘪 ) + 𝘣⋆



Linear Regression

Definition (𝖱𝖾𝗀𝗋𝖾𝗌𝗌𝗂𝗈𝗇) :  Given 𝑛 known pairs
{(𝒙𝒊, 𝑦𝑖)} where 𝑥𝑖 ∈ ℝ𝑑, 𝑦𝑖 ∈ ℝ and ( ⃗𝑥𝑖, 𝑦𝑖) ∼

iid
𝑃 ,

we want to learn ℎ : ℝ𝑟 → ℝ

𝔼(𝑥⃗,𝑦)∼𝑃 [𝑙𝑤( ⃗𝑥, 𝑦)]  is small

⇒ arg min
𝑤

1
𝑛

∑ 𝑙𝑤( ⃗𝑥𝑖, 𝑦)

Where ℓ𝑤(⋅, ⋅) is the loss function

Note (𝖢𝖺𝗅𝖼𝗎𝗅𝗎𝗌) :  Let 𝑓 : ℝ𝑑 → ℝ

∇𝑓( ⃗𝑥) : ℝ𝑑 = ( 𝜕𝑓
𝜕𝑥1

, …, 𝜕𝑓
𝜕𝑥𝑑

) (Gradient)

∇2𝑓( ⃗𝑥) : ℝ𝑑×𝑑 =

(
((
((
((

𝜕2𝑓
𝜕𝑥2

1

⋮
𝜕2𝑓

𝜕𝑥𝑑𝜕𝑥1

…
⋱
…

𝜕2𝑓
𝜕𝑥1𝜕𝑥𝑑

⋮
𝜕2𝑓
𝜕𝑥2

𝑑 )
))
))
))

Note (𝖤𝗊𝗎𝗂𝗏𝖺𝗅𝖾𝗇𝗍 𝗇𝗈𝗍𝖺𝗍𝗂𝗈𝗇 𝗈𝖿 𝗅𝗈𝗌𝗌) :  Let 𝐴 ∈
ℝ𝑛×(𝑑+1) be a matrix of padded feature vectors. Let
𝑧 ∈ ℝ𝑛×1 be the vector of outputs in training set.

Then we can write total loss as

𝐿 = ∑
𝑛

𝑖=1
(⟨𝒘, ⃗𝑥′⟩ − 𝑦𝑖)

2

𝐿 = ‖𝐴𝒘 − 𝑧‖2
2

Note (𝗅𝖾𝖺𝗌𝗍-𝗌𝗊𝗎𝖺𝗋𝖾𝗌 𝗅𝗈𝗌𝗌) :

𝐿 = ‖𝑋𝒘 − ⃗𝑦‖2
2

∇𝑤𝐿 = 2𝑋⊤𝑋𝒘 − 2𝑋⊤ ⃗𝑦

∇2
𝑤𝐿 = 2𝑋⊤𝑋 ⇒ 𝑣⊤2𝑋⊤𝑋𝑣 = 2‖𝑋𝑣‖2

2 ≥ 0

least�squares loss convex. Solving for ∇𝑤𝐿 = 0

𝟤𝘟⊤𝘟𝙬 − 𝟤𝘟⊤ ⃗𝘺 = ⃗𝟢 → 𝙬̂ = (𝘟⊤𝘟)−𝟣𝘟𝘛 ⃗𝘺

Note (𝖱𝖾𝗀𝗎𝗅𝖺𝗋𝗂𝗓𝖺𝗍𝗂𝗈𝗇) :

𝐿1 Lasso 𝐿2 Ridge/Tikhonov

𝗆𝗂𝗇
𝙬

‖𝘈𝙬 − ⃗𝘺‖𝟤
𝟤 + 𝞴‖𝙬‖𝟣 𝗆𝗂𝗇

𝙬
‖𝘈𝙬 − ⃗𝘺‖𝟤

𝟤 + 𝞴 ‖𝙬‖𝟤
𝟤

‣ Penalizes non�zero
weights. Many 𝑤𝑖 will
be 0. Weights 𝒘 will be
sparse.

‣ Penalizes large
weights, stabilizes the
weights.

no closed�form 𝙬̂(𝘟𝘟⊤ + 𝞴𝘐) = 𝘟𝘛 𝘠

L1-norm L2-norm

Algorithm (𝖢𝗋𝗈𝗌𝗌-𝗏𝖺𝗅𝗂𝖽𝖺𝗍𝗂𝗈𝗇) :

def cross_validation(dataset, k):
  Perf = []
  # create k folds
  folds = folds(dataset, k)
  for λ in [λ1,   λ2, ...]:
    perf_λ = []
    for i in range(k):
      # train on everything except holdout
      w_λ = train(folds[0:i] + folds[i+1:])
      # perf on holdout fold
      perf_λ += [loss(w_λ, folds[i])]
    Perf[λ] = np.mean(perf_λ)
  # λ with the best average performance
  return argmax(Perf, λ)

Definition (𝖤𝗇𝗍𝗋𝗈𝗉𝗒) :

ℎ(𝑋) = 𝔼(− log 𝑝(𝑋))

= ∑
𝑛

𝑖=1
Pr[𝑥𝑖] log Pr[𝑥𝑖] = ∫

𝒳
𝑝(𝑥) log 𝑝(𝑥)𝑑𝑥

Note (𝖪𝗎𝗅𝗅𝖻𝖺𝖼𝗄-𝖫𝖾𝗂𝖻𝗅𝖾𝗋 𝖽𝗂𝗏𝖾𝗋𝗀𝖾𝗇𝖼𝖾) :

𝐷𝐾𝐿(𝑃 || 𝑄) = ∑
𝑥∈𝒳

𝑃(𝑥) log 𝑃(𝑥)
𝑄(𝑥)

𝐷𝐾𝐿(𝑃 || 𝑄) = ∫ 𝑝(𝑥) log 𝑝(𝑥)
𝑞(𝑥)

𝑑𝑥

measures dissimilarity between a reference and
model distribution (relative entropy)



Logistic regression

Note (𝖲𝗂𝗀𝗆𝗈𝗂𝖽 𝖥𝗎𝗇𝖼𝗍𝗂𝗈𝗇) :

ℎ(𝑥) = 1
1 + exp(−⟨𝒘, 𝒙⟩)

= 𝗌𝗂𝗀𝗆𝗈𝗂𝖽(⟨𝒘, 𝒙⟩)

0

0.5

1

−6 −4 −2 0 2 4 6

Note (𝖫𝗈𝗀𝗂𝗌𝗍𝗂𝖼 𝖱𝖾𝗀𝗋𝖾𝗌𝗌𝗂𝗈𝗇) :  log�likelihood function
for logistic regression is:

log ℒ(𝑤 | 𝒙, 𝒚) = ∑
𝑛

𝑖=1
− log(1 + 𝑒−𝑦𝑖⟨𝑤,𝑥𝑖⟩)

𝑦𝑖 = {−1 if 𝑦𝑖 = 0
+1 if 𝑦𝑖 = 1

Cross�entropy loss 𝑙𝑤(𝑥, 𝑦) = log(1 + 𝑒−𝑦⟨𝑤,𝑥⟩)

Definition (𝖦𝗋𝖺𝖽𝗂𝖾𝗇𝗍 𝖽𝖾𝗌𝖼𝖾𝗇𝗍) :  In Gradient de�
scent the parameter vector 𝑤 is updated in the
direction opposite to ∇𝑓 with step size 𝜂 (learning

rate)

𝑤𝑡 = 𝑤𝑡−1 − 𝜂∇𝑓(𝑤𝑡−1)

For a loss function this is computed over a batch
of 𝑛

∇𝑙𝑤(𝑥, 𝑦) = 1
𝑛

∑
𝑛

𝑖−1
∇𝑙𝑤𝑡−1

(𝑥𝑖, 𝑦𝑖)

In Stochastic gradient descent the gradient is esti�
mated using a random sample (minibatch) of size

𝑚

,

𝘸𝘵 = 𝘸𝘵−𝟣 − (𝝯𝟤𝘭𝘸𝘵−𝟣
)

−𝟣

⏟⏟⏟⏟⏟
𝖨𝗇𝗏𝖾𝗋𝗌𝖾 𝖧𝖾𝗌𝗌𝗂𝖺𝗇

𝝯𝘭𝘸𝘵−𝟣
 (𝖭𝖾𝗐𝗍𝗈𝗇𝗌 𝗆𝖾𝗍𝗁𝗈𝖽)

Note (𝖫𝗂𝗇𝖾𝖺𝗋 𝗏𝗌 𝖫𝗈𝗀𝗂𝗌𝗍𝗂𝖼) :

Linear Logistic
‣ Loss

∑
𝘯

𝘪=𝟣
(𝘺𝘪 − 𝘺𝘪 )

𝟤
⏟
𝖲𝗊𝗎𝖺𝗋𝖾 𝖤𝗋𝗋𝗈𝗋

∑
𝘯

𝘪=𝟣
𝗅𝗈𝗀(𝟣 + 𝘦−𝘺𝘪 ⟨𝘸,𝘹⟩)⏟⏟⏟⏟⏟⏟⏟

𝖢𝗋𝗈𝗌𝗌 𝖤𝗇𝗍𝗋𝗈𝗉𝗒

‣ Predict 𝘺𝘪 = ⟨𝙬, 𝙭𝙞 ⟩ 𝑝𝑖 = 𝗌𝗂𝗀𝗆𝗈𝗂𝖽(⟨𝒘, 𝒙𝒊⟩)
‣ Objective ‖𝒚 − 𝒚‖2

2 𝖪𝖫(1+𝒚̃
2 || 𝒑̂)

‣ Gradient ⃗𝘸 − 𝞰𝘟(𝙮 − 𝙮) ⃗𝘸 − 𝞰𝘟(𝙥 − 𝟣+𝙮
𝟤 )

Note (𝖬𝗎𝗅𝗍𝗂𝖼𝗅𝖺𝗌𝗌 𝖫𝗈𝗀𝗂𝗌𝗍𝗂𝖼 𝖱𝖾𝗀𝗋𝖾𝗌𝗌𝗂𝗈𝗇) :

Pr[𝑦 = 𝑘 | 𝒙, 𝒘] = 𝑒⟨𝑤𝑘,𝒙⟩

∑𝑐
𝑖=1 𝑒⟨𝑤𝑖,𝒙⟩ = 𝗌𝗈𝖿𝗍𝗆𝖺𝗑

Non-Parametric Methods

Definition (𝖪𝖾𝗋𝗇𝖾 𝖣𝖾𝗇𝗌𝗂𝗍𝗒 𝖤𝗌𝗍𝗂𝗆𝖺𝗍𝗂𝗈𝗇) :  Given
{𝑥1, 𝑥2, …, 𝑥𝑛} ⊆ ℝ𝑑 the Parzen estimate for prob�

ability at point 𝑥𝑜 is

𝑝(𝒙𝒐) = 1
𝑛𝜆

∑
𝑛

𝑖=1
𝐾𝜆(𝒙𝒐, 𝑥𝑖)

Where 𝐾𝜆 : ℝ𝑑 × ℝ𝑑 → ℝ+ is the kernel function.
𝜆 is a hyperparameter called length scale (or
bandwidth). 𝐾𝜆 should be symmetric and shift

invariant. 𝐾𝜆(𝑥𝑜,𝑥𝑖) = 𝐾(𝑥𝑜
𝜆 − 𝑥𝑖

𝜆 )
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k-Nearest Neighbors

Algorithm (𝖪𝖭𝖭) :

import numpy as np
def k_nearest_neighbors(data, k, x):
  distances = []
  for xi, yi in data:
    # Euclidean norm
    distance = np.linalg.norm(x - xi)
    distances += [(distance, yi)]
    distances.sort(key=lambda x: x[0])
    k_nearest_labels = distances[:k] 
  majority_label = count(k_nearest_labels)
  return majority_label

Training: time: 𝑂(1), space: 𝑂(𝑛𝑑)

Testing: time 𝑂(𝑛𝑑 + 𝑛 log 𝑘), space: 𝑂(𝑛𝑑)

KNN with 𝑘 = 1, 5, 50

Note (𝖠𝗇 𝗎𝗉𝗉𝖾𝗋 𝖻𝗈𝗎𝗇𝖽 𝗈𝗇 𝖪𝖭𝖭 𝖾𝗋𝗋𝗈𝗋 𝗋𝖺𝗍𝖾 ) :
Cover�Hart Theorem, for classifier with 𝑘 = 1

lim
𝑛→∞

𝜖1-NN < 2𝜖Bayes(1 − 𝜖Bayes)

• Number of samples needed to train KNN to
reach lower bound on error grows exponentially.
Euclidean distance is unhelpful in high dimen�

sions all vectors are almost equidistant

K-Means Clustering

Algorithm (𝖪-𝖬𝖾𝖺𝗇𝗌) :

def kmeans(X, k, max_iter=300):
  N = len(X)
  C0 = randint(0, high=k, size=N)
  C1 = zeros(N)
  iter = 0
  while iter < max_iter:
    # Centroids of each cluster
    μ = [mean(X[C0==i]) for i in 0..k]
    for i in range(N):
      # Best centrioid for x_i
      best = argmin([norm(X[i] - μ[j])**2 
                    for j in 0..k])
      C1[i] = best
      if array_equal(C0, C1):
        # No updates detected
        break
      C0 = C1
      iter += 1
  return C0

,

Bayesian Learning

Definition (𝖯𝗋𝗂𝗈𝗋 𝖺𝗇𝖽 𝖯𝗈𝗌𝗍𝖾𝗋𝗂𝗈𝗋) :  In a Bayesian
approach assume the parameter 𝜃 follows a prior

pdf Pr(𝜃).

Given a prior pdf Pr(𝜃), after observing some data
𝒟 belief on the probable values of 𝜃 will have

changed. We get the posterior:

𝖯𝗋[𝞱|𝒟] = 𝖯𝗋[𝒟|𝞱] 𝖯𝗋[𝞱]
𝖯𝗋[𝒟]

= 𝖯𝗋[𝒟|𝞱] 𝖯𝗋[𝞱]
∫ 𝖯𝗋[𝒟|𝞱] 𝖯𝗋[𝞱]𝘥𝞱

Note: computing the integral may not be tractable.

Theorem (𝖡𝖺𝗒𝖾𝗌 𝖼𝗅𝖺𝗌𝗌𝗂𝖿𝗂𝖾𝗋) :  A classification prob�
lem with ⃗𝑥 ∈ ℝ𝑑  and 𝑌 ∈ [𝑐] ≔ {1…𝑐} The opti�

mal (Bayes) classifier is

𝖺𝗋𝗀𝗆𝗂𝗇
𝘩:ℝ𝘥→[𝘤]

𝖯𝗋(𝘠 ≠ 𝘩( ⃗𝘹))

𝘩⋆( ⃗𝘹) = 𝖺𝗋𝗀𝗆𝖺𝗑
𝘬∈[𝘤]

𝖯𝗋(𝘠 = 𝘬 | ⃗𝘹)

𝖺𝗋𝗀𝗆𝖺𝗑
𝘬∈[𝘤]

𝖯𝗋(𝘟 = ⃗𝘹 | 𝘠 = 𝘬)⏟⏟⏟⏟⏟⏟⏟⏟⏟
𝗅𝗂𝗄𝖾𝗅𝗂𝗁𝗈𝗈𝖽

𝖯𝗋(𝘠 = 𝘬)⏟⏟⏟⏟⏟
𝗉𝗋𝗂𝗈𝗋

Definition (𝖬𝖺𝗑𝗂𝗆𝗎𝗆 𝗅𝗂𝗄𝖾𝗅𝗂𝗁𝗈𝗈𝖽 𝖾𝗌𝗍𝗂𝗆𝖺𝗍𝖾 (𝖬𝖫𝖤)) :
MLE estimate maximizes the likelihood of observ�

ing the data 𝒟. This ignores any prior on 𝜽.

𝘓(𝞱; 𝒟) ≔ 𝖯𝗋(𝒟|𝞱) = ∏
𝘯

𝘪=𝟣
𝖯𝗋(𝙭𝘪 |𝞱)

𝞱𝖬𝖫𝖤 = 𝖺𝗋𝗀𝗆𝖺𝗑
𝞱∈𝝝

𝘓(𝞱; 𝒟)

𝞱𝖬𝖫𝖤 = 𝖺𝗋𝗀𝗆𝗂𝗇
𝞱∈𝝝

∑
𝘯

𝘪=𝟣
− 𝗅𝗈𝗀 𝖯𝗋(𝙭𝙞 |𝞱)



Definition (𝖬𝖺𝗑𝗂𝗆𝗎𝗆 𝖺 𝗉𝗈𝗌𝗍𝖾𝗋𝗂𝗈𝗋𝗂 (𝖬𝖠𝖯)) :

𝜃𝖬𝖠𝖯 = argmax
𝜃∈Θ

Pr(𝜃 | 𝒟)

→ argmax
𝜃∈Θ

− log Pr(𝒟|𝜃)⏟⏟⏟⏟⏟
negative log-likelihood

− log Pr(𝜃)⏟
prior as regularization

Example (𝖱𝗂𝖽𝗀𝖾 𝖱𝖾𝗀𝗋𝖾𝗌𝗌𝗂𝗈𝗇 𝖺𝗇𝖽 𝖬𝖠𝖯) :  Linear re�
gression with 𝜆 is equivalent to MAP estimate of
𝒘 using a prior on 𝒘 ∼ 𝒩𝑑(𝟎, Σ) where 𝝨−1 = 𝜆𝐼

Example (𝖡𝖺𝗒𝖾𝗌𝗂𝖺𝗇 𝗅𝗂𝗇𝖾𝖺𝗋 𝗋𝖾𝗀𝗋𝖾𝗌𝗌𝗂𝗈𝗇) :

Pr(𝒘) = 𝒩( ⃗0, 𝚺)  (Gaussian prior on the weights) 

Pr(𝜖) = 𝒩(0, 𝜎2)

Pr(𝒘|𝒟) ∝ Pr(𝒘) Pr(𝒟|𝒘) ∝ 𝒩(𝒘, 𝐴−1)  (Posterior)

𝘈 = 𝟣
𝞼𝟤 𝘟⊤𝘟 + 𝝨−𝟣 , 𝙬 = 𝘈−𝟣 𝟣

𝞼𝟤 𝘟𝘛 𝙮

Pr(𝑦⋆| ⃗𝑥⋆, 𝒟) = ∫
𝒘

Pr(𝑦⋆| ⃗𝑥⋆, 𝒘) Pr(𝑤|𝒟)  (Prediction)

𝖯𝗋(𝘺 ⋆| ⃗𝘹⋆, 𝒟) = 𝒩(⟨ ⃗𝘹⋆, 𝙬⟩, 𝞼𝟤 + ⟨ ⃗𝘹⋆, 𝘈−𝟣 ⃗𝘹⋆⟩)

Gaussian Processes

Definition (𝖦𝖺𝗎𝗌𝗌𝗂𝖺𝗇 𝖯𝗋𝗈𝖼𝖾𝗌𝗌𝖾𝗌) :  Function space
view Pr(𝑓|𝒟) posterior over the function 𝑓 (Infinite

dimensional Gaussian Distribution).

𝑓(𝒙) ∼ GP(𝑚(𝒙), 𝑘(𝒙, 𝒙′))∀𝒙′, 𝒙

Gaussian Processes are specified completely by 𝜇, Σ

𝑚(𝑥) = 𝔼[𝑓(𝑥)] , 
𝑘(𝑥, 𝑥′) = 𝔼[(𝑓(𝑥) − 𝑚(𝑥))(𝑓(𝑥′) − 𝑚(𝑥′))]

𝑘 is the kernel covariance function.

Example (𝖦𝖺𝗎𝗌𝗌𝗂𝖺𝗇 𝖯𝗋𝗈𝖼𝖾𝗌𝗌𝖾𝗌) :  Let 𝑦(𝒙) =
𝒘⊤𝜙(𝑥), consider a prior on 𝒘 ∼ 𝒩(𝟎, 𝛼−1𝑰)

𝒚 = Φ𝒘
𝔼[𝒚] = Φ𝐸[𝒘] = 𝟎

Cov[𝒚] = 𝔼[𝒚⊤𝒚] = 1
𝛼

ΦΦ⊤ = 𝑲

Where 𝑲 is the Gram matrix with

𝑲𝑖𝑗 = 𝑘(𝑥𝑖, 𝑥𝑗) = 1
𝛼𝜙(𝑥𝑖)

⊤𝜙(𝑥𝑗)

Note (𝖦𝖺𝗎𝗌𝗌𝗂𝖺𝗇 𝗉𝗋𝗈𝖼𝖾𝗌𝗌𝖾𝗌 𝖿𝗈𝗋 𝗋𝖾𝗀𝗋𝖾𝗌𝗌𝗂𝗈𝗇) :

𝑡𝑛⏟
True Value

= 𝑦𝑛⏟
𝒚(𝑥⃗𝑛)

+ 𝜖𝑛⏟
Noise

Assuming the noise process is Gaussian

Pr[𝒕|𝒚] = 𝒩(𝒕|𝒚, 𝛽−1𝑰𝑁)

By definition of the gaussian process marginal pdf
of 𝒚 is defined by a Gram matrix 𝑲

𝖯𝗋[𝙮] = 𝒩(𝙮|𝟬, 𝛼−𝟣𝙆)

𝖯𝗋[𝙩] = ∫ 𝖯𝗋(𝙩|𝙮) 𝖯𝗋[𝙮]𝖽𝗒 = 𝑁(𝒕|𝟎, 𝑪)

𝘾(𝙭𝘯, 𝙭𝘮) = 𝛼−𝟣𝘬(𝙭𝙣 , 𝙭𝙢) + 𝛽−𝟣 × 𝟙[𝘯 = 𝘮]

For prediction we augment the covariance matrix

𝖯𝗋[𝙩𝘕+𝟣] = 𝒩(𝙩𝘕+𝟣 | 𝟬, 𝘾𝘕+𝟣)

𝘾𝘕+𝟣 = (𝘾𝘯
𝙠⊤

𝙠
𝘤) , 𝙠 ∈ ℝ𝘕 , 𝙠𝘪 = 𝛼−𝟣𝘬(𝘹𝘕+𝟣, 𝘹𝘪)

𝘤 = 𝛼−𝟣𝘬(𝘹𝘕+𝟣, 𝘹𝘕+𝟣) + 𝛽−1

Then the predictive distribution is

Pr[𝑡𝑁+1|𝒕] = 𝒩(𝜇(𝒙𝑁+1), 𝜎2(𝑥𝑁+1))

𝜇(𝙭𝘕+𝟣) = 𝙠⊤ 𝘾−𝟣
𝘕 𝙩⏟

⃗𝙖

, 𝜎𝟤(𝙭𝙉+𝟭) = 𝘤 − 𝙠⊤𝘾−𝟣
𝘕 𝙠

𝜇(𝙭𝘕+𝟣) = ⟨𝙠, ⃗𝙖⟩ = ∑
𝘕

𝘪=𝟣
𝘬(𝙭𝘪 , 𝙭𝘕+𝟣)𝘢𝘪



Note (𝖦𝖺𝗎𝗌𝗌𝗂𝖺𝗇 𝖯𝗋𝗈𝖼𝖾𝗌𝗌 𝖳𝗂𝗆𝖾 𝖢𝗈𝗆𝗉𝗅𝖾𝗑𝗂𝗍𝗒) :

Type 𝖥𝗂𝗑𝖾𝖽 𝖡𝖺𝗌𝗂𝗌 𝖥𝗎𝗇𝖼𝗍𝗂𝗈𝗇𝗌
𝘮 𝖥𝖾𝖺𝗍𝗎𝗋𝖾𝗌

𝖦𝖺𝗎𝗌𝗌𝗂𝖺𝗇 𝖯𝗋𝗈𝖼𝖾𝗌𝗌
𝘕  𝖣𝖺𝗍𝖺 𝖯𝗈𝗂𝗇𝗍𝗌

Train 𝘖(𝘔𝟥) 𝘖(𝘕𝟥)
Test 𝘖(𝘔𝟤) 𝘖(𝘕𝟤)

Decision Trees

Definition (𝖣𝖾𝖼𝗂𝗌𝗂𝗈𝗇 𝖳𝗋𝖾𝖾𝗌 𝖦𝗋𝗈𝗐𝗂𝗇𝗀) :  Growing a
tree means we choose a dimension or feature 𝑗⋆ and
a threshold 𝑡⋆ to split that minimized the loss ℓ.

𝐿𝑗,𝑡 = {(𝒙𝑖, 𝑦𝑖) ∈ 𝑆 : 𝒙𝑖𝑗 ≤ 𝑡}

𝑅𝑗,𝑡 = {(𝒙𝑖, 𝑦𝑖) ∈ 𝑆 : 𝒙𝑖𝑗 > 𝑡},

(𝑗⋆, 𝑡⋆) = argmin
𝑗=1..𝑑

min
𝑡∈𝑇𝑗

|𝐿𝑗,𝑡|ℓ(𝐿𝑗,𝑡) + |𝑅𝑗,𝑡|ℓ(𝑅𝑗,𝑡)

Decision with increasing depths, 𝑘 = 2, 4, 6

Note (𝖣𝖾𝖼𝗂𝗌𝗂𝗈𝗇 𝖳𝗋𝖾𝖾𝗌 𝖢𝗅𝖺𝗌𝗌𝗂𝖿𝗂𝖼𝖺𝗍𝗂𝗈𝗇 𝖢𝗈𝗌𝗍) :  For a re�
gion 𝒟 we define

𝘱𝘬 = 𝟣
|𝒟|

∑
𝘺𝘪∈𝒟

𝟙(𝘺𝘪 ∈ 𝘬) (𝖤𝗆𝗉𝗂𝗋𝗂𝖼𝖺𝗅 𝖿𝗋𝖺𝖼𝗍𝗂𝗈𝗇 𝗈𝖿 𝖼𝗅𝖺𝗌𝗌 𝘬)

𝘺𝘪 = 𝖺𝗋𝗀𝗆𝖺𝗑
𝘬=𝟣…𝘤

𝘱𝘬 (𝖬𝖺𝗃𝗈𝗋𝗂𝗍𝗒 𝖼𝗅𝖺𝗌𝗌 𝗂𝗇 𝒟)

𝖫𝗈𝗌𝗌(𝒟) = 𝟣 − 𝗆𝖺𝗑
𝘬

𝘱𝘬 = 𝟣 − 𝘱𝘺 (𝖬𝗂𝗌𝖼𝗅𝖺𝗌𝗌𝗂𝖿𝗂𝖼𝖺𝗍𝗂𝗈𝗇 𝖾𝗋𝗋𝗈𝗋)

𝖫𝗈𝗌𝗌(𝒟) = ∑
𝘤

𝘬=𝟣
𝘱𝘬(𝟣 − 𝘱𝘬) (𝖦𝗂𝗇𝗂 𝗂𝗇𝖽𝖾𝗑)

𝖫𝗈𝗌𝗌(𝒟) = − ∑
𝘤

𝘬=𝟣
𝘱𝘬 𝗅𝗈𝗀(𝘱𝘬) (𝖤𝗇𝗍𝗋𝗈𝗉𝗒)

Note (𝖬𝗂𝗇𝗂𝗆𝖺𝗅 𝖢𝗈𝗌𝗍-𝖢𝗈𝗆𝗉𝗅𝖾𝗑𝗂𝗍𝗒 𝖯𝗋𝗎𝗇𝗂𝗇𝗀) :  Grow a
tree fully first then regularize using a hyperpara�

meter 𝛼.

𝘙𝛼(𝘛) = 𝘙(𝘛) + 𝛼|𝘛 |

Where |𝑇 | is the number of terminal nodes in 𝑇
and 𝑅(𝑇 ) is the total loss for the leaves. Penalizes

deep trees/more leaves.

Figure 1: Decision Tree Pruning
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